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Coupled Observation Decomposed Hidden Markov
Model for Multiperson Activity Recognition
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Abstract—Multiperson activity recognition in videos is a chal-
lenging task, due to the complexity of interactions among multiple
persons. In this paper, a new statistical model, named coupled
observation decomposed hidden Markov model (CODHMM), is
presented to model multiperson activities in videos. A human
activity that involves multiple persons is analyzed in two levels:
the individual level that describes each individual’s motion details
and the interaction level that expresses the shared information
among multiple persons. The two levels are modeled by two
hidden Markov chains that are interdependent and interact with
each other. The observation in each chain at each time slice
is decomposed into subobservations according to the number of
features and the number of persons. For each activity to be recog-
nized, a CODHMM is built and model parameters are learnt by
a generalized expectation maximization (EM) algorithm. Given
an input video that contains an unknown activity, maximum
likelihood algorithms are developed to classify it into one of
the learnt activity categories. Experimental results show that the
CODHMM can successfully classify human activities involving
multiple persons with high accuracy and low computations.

Index Terms—Activity recognition, hidden Markov model
(HMM), multiperson activity classification, video surveillance.

I. Introduction

IN RECENT YEARS, human activity analysis has become
one of the most attractive computer vision research fields.

This interest is mainly driven by its potential applications, such
as video surveillance, content-based video analysis, behavioral
biometrics, and so on [1]. Most papers in this field mainly
focus on action recognition of a single person, and seldomly on
activity analysis of the interaction among multiple persons [1]–
[4]. However, it is a crucial task to understand the multiperson
interaction for an intelligent video surveillance system. In this
paper, we focus on multiperson activity recognition based on
a new statistical model.
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A survey by [1] presents a summary of activity recognition
methods at two levels: “actions” with simple motion patterns
typically executed by a single person, and “activities” that are
more complex and involve coordinated actions among a small
number of persons. Many approaches have been proposed for
action recognition, including template matching, subvolume
matching, spatial-temporal filtering, and so on [5]. Compared
with action analysis of a single person, activity analysis of
multiple persons has not attracted much attention. To model a
complex activity, its inherent structure and semantics require
high level representation and reasoning methods. An overview
of recent approaches for activity analysis is presented in [6]
in two groups: description-based approaches and sequential
models. Description-based approaches maintain the knowledge
of spatial, temporal, and logical structures of activities. For
instance, a spatial temporal descriptor is presented in [7] to
capture the spatial distribution of pedestrians over time, as
well as their poses. The paper by [8] presented an adaptive
graph model that represents group activities hierarchically and
contextually. Approaches with sequential models represent an
activity as a particular sequence of observations. There are
various methods in this group, including hidden Markov mod-
els (HMMs) [9], dynamic Bayesian networks [10], conditional
random fields (CRFs) [11], and so on.

The HMM and its variations are widely used in human
activity recognition [12]–[16]. A HMM contains an underlying
stochastic process of hidden states and another stochastic
process of observation sequence. A typical first-order HMM
is illustrated in Fig. 1, where Ot is the observation at time
t and qt is the hidden state at time t. The standard HMM
has only one hidden state node and one observation node
at each time slice. Therefore, features of different categories
and persons are usually connected into one single vector. This
induces a large feature space and/or a large state space with the
increase of the number of persons. This deficiency might cause
the curse of dimensionality with increasing errors in vector
clustering or vector quantization [17]. More importantly, some
fine but important details might be submerged due to their
small vector lengths and energies [18].

Besides the standard HMM, many variations of HMMs have
also been proposed, including the layered HMM (LHMM)
[19], the hierarchical HMM (HHMM) [20], the parallel HMM
(PHMM) [21], the abstract HMM [22], and so on. Among
these extended HMMs, the coupled HMM (CHMM) [23] is
specially designed to model the interaction among multiple
objects. The CHMM is composed of two or more hidden
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Fig. 1. First-order HMM.

Fig. 2. Two-chain CHMM.

Markov chains that are conditionally dependent on each other.
Each chain represents one object, and the interaction among
multiple objects is represented by the connection among these
chains. A two-chain CHMM is illustrated in Fig. 2, where Oc

t

is the observation in chain c at time t and qc
t is the hidden

state in chain c at time t, respectively (c = 1, 2). The CHMM
represents the interaction among multiple objects in a more
natural way than the HMM. It has better performance than the
HMM to model multiobject interactions [23]–[25]. However,
the CHMM has a high computational complexity when the
number of objects is more than two. For instance, a two-chain
CHMM can be used to model the interaction between two
objects, and a three-chain CHMM is required for three-object
activity modeling.

The difficulty using the HMM or the CHMM for multi-
person activity recognition can be mainly summarized in two
aspects. First, they might submerge some fine but important
details and induce increasing errors in vector clustering since
multiple observations are connected into one single vector.
Second, the changing number of persons makes model learning
incovenient and time-consuming. To solve these problems, a
novel statistical model, named coupled observation decom-
posed HMM (CODHMM), is presented in this paper. To avoid
the submergance of fine but important details, the observation
is decomposed for each feature category and each person.

Instead of modeling each person by a hidden Markov chain
as in the CHMM, we model an activity in two levels and each
level is modeled by a hidden Markov chain. Thus, only two
chains are required no matter how many persons are involved
in an activity.

The proposed CODHMM is an extended variation of
the HMM as other HMM-based models, such as LHMMs,
CHMMs, HHMMs, PHMMs, and so on.

The main novelty of the CODHMM is to describe a mul-
tiperson activity in two levels no matter how many persons
are involved in an activity. Compared with the CHMM that
builds different models for different numbers of persons, the
CODHMM treats the number of persons as a model parameter.
This makes the training of the CODHMM much easier than
that of the CHMM considering varying number of persons.

The CODHMM has a better conceptual meaning than the
HMM since it describes a human activity in multiple levels
and by multiple observations. It decomposes observations
into different roles and feature types, thus, it improves the
flexibility of the feature selection. For instance, both discrete
and continuous features can be used in the same model and
different features can be assigned with different weights.

There are two tasks for the CODHMM. One is to learn
model parameters given a set of training data, and the other is
to recognize the semantic activity in a test video given a learnt
model. In the model learning stage, model parameters are
learnt by a generalized expectation maximization (EM) algo-
rithm. In the activity recognition stage, a maximum likelihood
criterion is developed to evaluate how well a video segment
matches a learnt model. The presented CODHMM is evaluated
on a set of simulated surveillance videos that contain two to
four persons. Experimental results show that the CODHMM
outperforms the HMM and the CHMM in most cases.

The remainder of this paper is organized as follows. In
Section II, the structure of a new coupled observation decom-
posed HMM is presented. The estimation of model parameters
and the maximum likelihood computation method are given
in Section III. Evaluations are conducted in Section IV and
followed by discussions in Section V. Section VI concludes
this paper.

II. Novel Framework of the Coupled Observation

Decomposed HMM

A. Problem Formulation

For a video segment with T frames, we assume that a
feature vector can be extracted from each frame. Let O be the
collection of feature vectors of the video and Ot (t = 1,..., T )
be the feature vector at the tth video frame. For the multiperson
activity recognition, features are decomposed in two levels.

1) The individual level describes each individual’s motion
details such as a person’s moving speed.

2) The interaction level describes the shared information
among multiple persons such as the distance between
two persons.

Based on these two levels, the observation at time t is
decomposed as follows:

Ot = [Oindi
t , Ointer

t ] = [O1
t , O

2
t ] (1)

where Oindi
t and Ointer

t are subobservations in the individual
level and the interaction level, respectively. For description
convenience, we denote Oindi

t as O1
t and Ointer

t as O2
t . Since

multiple persons are involved in the observation at each time
slice, the O1

t can be treated as a combination of

O1
t = [O1

1,t , O
1
2,t ,..., O

1
P,t] (2)

where P is the number of persons and O1
p,t expresses the

observation of the pth person at time t.
Commonly, multiple features are extracted in the activity

recognition task. Suppose there are F1 types of features, the
subobservation O1

p,t is a combination of F1 feature vectors

O1
p,t = [o1

p,1,t , o
1
p,2,t ,..., o

1
p,F1,t

] (3)
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where o1
p,f,t (p = 1,..., P , f = 1,..., F1, and t = 1,..., T ) is the

subobservation of the pth person at time t measured by the
f th feature. All feature vectors of o1

p,f,t with P persons and
F1 features form the final decomposed subobservation set in
the individual level.

Similar to the individual level, observations in the inter-
action level are also decomposed. The subobservation O2

t is
a combination of G = P(P − 1)/2 vectors that each vector
indicates an interaction between two persons

O2
t = [O2

1,t , O
2
2,t ,..., O

2
G,t] (4)

where O2
g,t is the subobservation of the gth pair of persons at

time t. Suppose we use F2 features to describe the interaction
between each pair of persons; the vector O2

g,t is a combination
of F2 feature vectors

O2
g,t = [o2

g,1,t , o
2
g,2,t ,..., o

2
g,F2,t

] (5)

where o2
g,f,t (g = 1,..., G, f = 1,..., F2, and t = 1,..., T )

is the subobservation of the gth pair of persons at time t

measured by the f th feature. All feature vectors of o1
g,f,t with

G pairs of persons and F2 features form the final decomposed
subobservation set in the interaction level.

An activity is defined as a video segment that has a semantic
meaning. In this paper, we take supervised learning techniques
for model learning. The training sequences that define the
activities are known in advance. Let Ed (d = 1,..., D) denote
a possible activity where D is the total number of all possible
activities. We assume that a video activity Ed can be described
by an observation sequence, that is

Ed : O = [O1, O2, ..., OT ] (d = 1,..., D) (6)

where T is the number of frames of the observation sequence.
For a given video sequence, the objective of activity recogni-
tion is to classify it into one of the D possible known activities.
In this paper, we do not focus on boundary detection, but
assume that boundaries of activities are known.

In the following, a mathematical model is developed to
represent the observation sequence. Each activity is modeled
independently by its model parameters. Our activity recogni-
tion task focuses on two aspects: to learn model parameters
of each activity in a supervised way, and to compute the
likelihood of an observation sequence belonging to a learnt
model.

B. Activity Modeling Using the CODHMM

No matter how many persons are involved in an activity,
the multiperson activity is analyzed in two levels: the
individual level and the interaction level. The individual level
reflects each individual’s motion details, and the interaction
level expresses the mutual characteristics of each pair of
persons. These two levels are interdependent and interact
with each other. For instance, in a “one person following
another person” activity, the distance between two persons
(interaction level) directly affects the moving speeds of both
persons (individual level), while the moving speed of each
person (individual level) also affects the distance between
them (interaction level).

Fig. 3. Illustration of the CODHMM.

Each level of motion details is modeled by a hidden Markov
chain. The structure of our model is given in Fig. 3. The two
chains are named as chain 1 for the individual level and chain
2 for the interaction level. Observations in each chain stand
for observable activity features. An unobservable hidden state
is conceptually considered as a basic unit (mostly a pose) in
an activity. For instance, a “walking” activity is composed of
“standing” and “stepping” poses where each pose corresponds
to a hidden state. For some activities, a hidden state can
clearly correspond to a basic unit. However, for most activities
such as “fighting,” it is difficult to clearly decompose them
into explicit basic units; thus, each hidden state may have
no intuitive meanings, but stands for a stable period in the
human activity. Actually, the CODHMM does not need to
define an explicit meaning for each state, but only requires
the number of hidden states. Normally, the number of states
can be decided experimentally. The hidden state in chain c

(c = 1, 2) at time t is denoted as qc
t that q1

t−1 and q2
t−1 connect

to. Four types of state transitions are defined: q1
t → q1

t+1,
q1

t → q2
t+1, q2

t → q1
t+1, and q2

t → q2
t+1. The state transition

in the same chain (q1
t → q1

t+1 and q2
t → q2

t+1) reflects that the
current state is influenced by its previous state. For instance,
the moving speed of a person at time t is influenced by his or
her moving speed at time t−1. The state transition in different
chains reflects the mutual influence of different levels. Taking
the “person A overtakes person B” activity as an example,
if person A speeds up and person B slows down (individual
level), the distance between them (interaction level) will be
smaller. Similarly, if person A falls behind person B in a long
distance (interaction level), then person A might speed up in
order to overtake person B (individual level). That is to say,
individual states and interaction states influence each other.

The observations in both chains are decomposed. In chain
1, the observation at each time slice is decomposed into
P × F1 subobservations, where P is the number of persons
and F1 is the number of individual features. In chain 2, the
observation at each time slice is decomposed into G × F2

subobservations, where G = P(P − 1)/2 is the number of
pairs of persons and F2 is the number of interaction features.
That is to say, observations of each person, or each pair
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of persons, with different feature types are decomposed into
subobservations. Since the presented model is composed of
two coupled hidden Markov chains whose observations are
decomposed, it is named the coupled observation decomposed
HMM. The important notations in this model are summarized
as follows:

P number of persons in an activity;
G number of pairs of persons in an activity where

G = P(P − 1)/2;
Fc number of features in chain c (c = 1, 2);
Nc number of hidden states in chain c (c = 1, 2);
Sc

i possible value of the hidden state in chain c

(i = 1, 2, ..., Nc and c = 1, 2);
qc

t hidden state in chain c (c = 1, 2) at time t (t = 1,..., T ),
and its value can be Sc

1, Sc
2,..., Sc

Nc ;
o1

p,f,t subobservation of the pth (p = 1,..., P) person with
the f th individual feature (f = 1,..., F1) at time t

(t = 1,..., T ) in chain 1;
o2

g,f,t subobservation of the gth (g = 1,..., G) pair of persons
with the f th interaction feature (f = 1,..., F2) at time
t (t = 1,..., T ) in chain 2;

Oc
x,t observation for the xth person or pair of persons at

time t in chain c (c = 1, 2) [see (3) and (5)];
Oc

t observation of all persons or pairs of persons and all
features in chain c (c = 1, 2) [see (2) and (4)];

Ot observation in both chains at time t [see (1)];
O observation of a video segment [see (6)].

Based on the above notations, the parameters of the
CODHMM can be represented by λ = (π, A, B).

1) Initial state distribution π = πc
i , where πc

i = P(qc
1 = Sc

i )
is the probability of Sc

i being the initial state in chain c

i = 1,..., Nc,
Nc∑
i=1

πc
i = 1, and c = 1, 2.

2) State transition matrix A(c, c′) = a
(c,c′)
ij , where a

(c,c′)
ij =

P(qc′
t+1 = Sc′

j |qc
t = Sc

i ) indicates the state transition
probability from Sc

i in chain c to Sc′
j in chain c′

i = 1,..., Nc, j = 1,..., Nc′
, c, c′ = 1, 2, and

Nc′∑
j=1

a
(c,c′)
ij = 1.

Based on the CODHMM structure, there are four state
transition matrices A(1, 1), A(1, 2), A(2, 1), and A(2, 2).
Taking A(1, 2) = a

(1,2)
ij = P(q2

t+1 = S2
j |q1

t = S1
i ) as an

example, it indicates that the transition probability from
the state S1

i in chain 1 to the state S2
j in chain 2 is a

(1,2)
ij .

In Fig. 3, the state transition probability is represented
by an arrow between two hidden states.

3) Observation probability matrix or density function B =
Bc

i (Oc
t ) that represents the emission probability of Oc

t by
state Sc

i in chain c, where c = 1, 2 and i = 1,..., Nc. The
definition of Bc

i (Oc
t ) is given as follows:

Bc
i (Oc

t ) =
X∏

x=1

bc
i (Oc

x,t) (7)

where X = P when c = 1 and X = G when c = 2. This
shows that the probability of generating the observation
Oc

t at time t in chain c is obtained by the product
of probabilities generating the decomposed observations

Oc
x,t of all persons or pairs of persons. In Fig. 3, each

bc
i (Oc

x,t) is represented by an arrow from a hidden state
to a set of subobservations

bc
i (Oc

x,t) =
Fc∑

f=1

ωc
f · bc

i (oc
x,f,t)

Fc∑
f=1

ωc
f = 1 (8)

where ωc
f is the weight factor for the f th feature in

chain c, f = 1,..., Fc, c = 1, 2. This indicates that
the probability of generating one person’s or pair of
persons’ observation is measured by the weighted sum
of probabilities of generating different features, and

bc
i (oc

x,f,t) = P(oc
x,f,t|qc

t = Sc
i ) (9)

is the emission probability of the subobservation oc
x,f,t

by the state Sc
i in chain c. The oc

x,f,t can be continuous
or discrete. When it is discrete, its emission probability
forms a probability matrix. When it is continuous, its
emission probability is a probability density function
that can have various distributions such as the Gaussian
distribution.

The structure of the CODHMM has several advantages.
First, the separation of the individual process from the in-
teraction process provides an intuitive and convenient way
to describe a multiperson activity in different levels. Second,
the decomposition of observations provides a flexible feature
selection way. For instance, different features can be assigned
different weights according to their contributions to different
activities. This flexibility not only avoids the submerge of
feature vectors with small lengths, but also improves the
activity recognition rate in many cases (see Section IV for
more details). Finally, this structure allows variations of the
number of persons. When the number of persons changes, the
number of subobservations changes. The number of chains
does not change, making the model training much easier than
the CHMM.

III. Algorithms for the CODHMM

For the proposed CODHMM, there are two main tasks. The
first one is to learn the model parameter set λ=(π, A, B) given
the training observation O

λ = arg max
λ′

P(O|λ′) (10)

where λ is the parameter set of the CODHMM and λ′ is a
candidate of λ, and

P(O|λ) =
∑

q1⊆�1

∑
q2⊆�2

πq1
1
πq2

1
· (11)

T−1∏
t=1

a
(1,1)
q1

t q
1
t+1

a
(1,2)
q1

t q
2
t+1

a
(2,1)
q2

t q
1
t+1

a
(2,2)
q2

t q
2
t+1

·
T∏

t=1

B1
q1

t
(O1

t ) · B2
q2

t
(O2

t )

where π, A(c, c′) = a
(c,c′)
ij , (c, c′ = 1, 2), and B are the

initial state distribution, state transition matrix, and observa-
tion probability matrix or density function, respectively. The
q1 = q1

1, q
1
2,..., q

1
T and q2 = q2

1, q
2
2,..., q

2
T are hidden state

sequences in chain 1 and chain 2. The �1 and �2 are state
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spaces in chain 1 and chain 2. The task of the parameter
estimation is to estimate values of π, A, and B. In the model
training stage, each activity is described by one CODHMM,
and the number of CODHMMs equals the number of activities
to identify. Suppose there are D activities to recognize, then D

CODHMMs should be learnt. The model parameters for these
CODHMMs are denoted as λd (d = 1,..., D).

The second task for the CODHMM is the observation
evaluation, i.e., to evaluate how well the observation O of a
video segment matches a given model λd by the likelihood
P(O|λd). The maximum likelihood P(O|λd) (d = 1,..., D)
indicates the activity category of the video segment

Ed = arg max
d=1,...,D

P(O|λd). (12)

To deal with the above two tasks, a general EM algorithm
is applied for model re-estimation and a maximum likelihood
criteria is developed for observation evaluation.

A. Model Re-Estimation

To develop the updating rules for model parameters, we
introduce some definitions that are required in our derivations.
These definitions have been used in HMMs and CHMMs. We
extend them for our model structure.

1) The forward variable

αt(i, j) = P(O1, O2,..., Ot, q
1
t = S1

i , q
2
t = S2

j |λ) (13)

is the probability of seeing the partial sequence
O1, ..., Ot and ending up in states S1

i and S2
j at time

t.
2) The backward variable

βt(i, j) = P(Ot+1, ..., OT |q1
t = S1

i , q
2
t = S2

j , λ) (14)

is the probability of ending the partial sequence
Ot+1, ..., OT given the start of states S1

i and S2
j at time

t.
3) The joint probability of two states

ξ(c,c′)
t (i, j) = P(qc

t = Sc
i , q

c′
t+1 = Sc′

j |O, λ) (15)

that measures the joint probability of being in state Sc
i

in chain c(c = 1, 2) at time t and being in state Sc′
j in

chain c′(c′ = 1, 2) at time t+1.
4) The probability of seeing one state

γc
t (i) = P(qc

t = Sc
i |O, λ) (16)

that measures the probability of being in state Sc
i in chain

c(c = 1, 2) at time t.

Based on the above-defined variables, the parameters of λ =
(π, A, B) are estimated by the EM algorithm [26] presented
in Appendix A, and the re-estimation formulae are listed as
follows.

For each c, c′ = 1, 2, i = 1,..., Nc, and j = 1,..., Nc′

πc
i = γc

1(i) (17)

and

a
(c,c′)
ij =

T−1∑
t=1

ξ
(c,c′)
t (i, j)

T−1∑
t=1

γc
t (i)

. (18)

For continuous features

μc
i,x,f =

T∑
t=1

oc
x,f,t · γc

t (i)

T∑
t=1

γc
t (i)

(19)

and

σc
i,x,f =

T∑
t=1

(oc
x,f,t − μc

i,x,f ) · (oc
x,f,t − μc

i,x,f )T · γc
t (i)

T∑
t=1

γc
t (i)

(20)

where c = 1, 2, i = 1,..., Nc, x = 1,..., P when c = 1, x =
1,..., G when c = 2, and f = 1,..., Fc.

For discrete features

bc
i (oc

x,f,t = k) =

T∑
t=1,oc

x,f,t=k

γc
t (i)

T∑
t=1

γc
t (i)

(21)

where k is a possible emission label and k = 1, 2,..., K, and
K is the number of possible emissions.

The coefficients ωc
f (c = 1, 2) in (8) are the weight factors of

features. They can be assigned manually based on experiences,
or be assigned automatically through various machine learning
techniques. To find the global optima of ωc

f , the simulated
annealing (SA) algorithm [27] is applied to solve the following
objective function that is defined to maximize the sum of all
observation emission probabilities:

ωc = arg max
ω∗c

Nc∑
i=1

T∑
t=1

P∑
p=1

Fc∑
f=1

ω∗c
f · bc

i (oc
p,f,t) (22)

where ωc = [ωc
1, ω

c
2,..., ω

c
Fc

] is the coefficient vector in (8) and
ω∗c = [ω∗c

1 , ω∗c
2 ,..., ω∗c

Fc
] is a candidate ωc.

The SA is a generic probabilistic solution for the global
optimization problem of locating a good approximation to
the global optimum of a given function in a large search
space. The maximization problem in (22) is converted into
the minimization problem of J(ωc) as follows:

J(ωc) = −
Nc∑
i=1

T∑
t=1

P∑
p=1

Fc∑
f=1

ωc
f .bc

i (oc
p,f,t). (23)

The original SA requires a high initial temperature and a
slow cooling process to avoid being trapped at local minima
[28], thus, it usually takes a long time to converge. We
take advantage of the prior knowledge about ωc from human
experience to reduce the search space. For instance, to analyze
the activity “meet and part,” suppose we have two features:
the moving speed and the moving direction. It is obvious
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that the moving direction plays a more important role than the
moving speed in this activity. Therefore, the moving direction
should have a higher weight than the moving speed. Based on
heuristic prior knowledge, the SA temperature can decrease
fast by using multiple annealing processes whose initial states
are set by human experience. The computation complexity of
the SA is reduced by using multiple annealing processes based
on heuristic prior knowledge [29]. The main motivation using
SA is to find a good approximation to the global optimum of
ωc. Indeed, the SA is not the only option to estimate ωc. Since
the main focus of our work is on the CODHMM, the SA is
only used as one possible solution for parameter estimation.
Other algorithms such as the CRF [30] and AdaBoost [31] can
also be used to measure the significance of a feature.

B. Observation Evaluation

In the activity recognition stage, given an observation
sequence O = [O1, O2, ..., OT ], we need to calculate D

likelihoods given λd (d = 1,..., D). During the likelihood
computation, a role assignment solution is required. The role
assignment is a special problem in multiperson activity recog-
nition. It aims to map each person in a given video to a role
in a CODHMM. That is to say, suppose there are two persons
A and B, the observations with orders of [A, B] and [B,
A] may have different recognition results. For a CODHMM
with P roles, there are P! pairs of possible assignments, and
the observation evaluation likelihood function is defined as
follows:

P(O|λd) = arg max
R

p(O|λd, R) (24)

where R is a candidate role assignment and p(O|λd, R) is the
observation likelihood given R. The value of p(O|λd, R) is
computed by an extended forward–backward procedure given
in Appendix B.

If all roles equal to each other (have similar patterns of
observations), for instance, in the activity “meet and part,” a
random role assignment is fine. That is to say, for activities
whose roles are equal to each other

P(O|λd) ≈ p(O|λd, R) (25)

where R is any possible role assignment.
For most activities in which roles are not equal, a solution

to (24) is required. To solve this problem, we apply a genetic
algorithm (GA)-based optimization [32]. The GA is a robust
adaptive optimization technique that is able to search on
poorly-defined spaces. The searches are not greatly influenced
by local optima or noncontinuous functions. It is based on
a biological paradigm that maintains a population of chromo-
somes where each chromosome represents a candidate solution
in the search space. A possible role assignment solution is
considered as a chromosome in the GA. A chromosome has a
form of [r1, r2,..., rP ] in which rp(p = 1,..., P) is the index of
the person in a video that the pth role is assigned to. In the
GA, rp is regarded as a gene. The fitness function in the GA
represents how well a role assignment R fits to a CODHMM
and is defined as follows:

f (R) = p(O|λd, R). (26)

The larger the f (R), the better a chromosome. The crossover
and mutation are conducted by randomly selecting a crossover
point and a mutation point. By solving (24), the best role
assignment solution is obtained and also the evaluation likeli-
hood is computed. The activity with the maximum likelihood
is selected as the detected activity, as shown in (12).

IV. Experimental Results

Experiments are conducted to recognize multiperson activ-
ities that involve two to four persons. In the following sub-
sections, we introduce the feature extraction method, compare
the CODHMM with the standard HMM and CHMM, discuss
the coupled structure in the CODHMM by an experimental
comparison, and finally test the sensitivity of the CODHMM
with noisy tracking inputs.

A. Feature Extraction

Trajectory-based features are applied. To provide correct
features, the tracking procedure is conducted manually. In each
frame, we label a rectangular box around each person. Two
individual features and three interaction features are extracted.

1) Individual features.

a) Moving speed

v =‖ −→v ‖=
‖ P2(x, y) − P1(x, y) ‖

|t2 − t1| (27)

where P1(x, y) and P2(x, y) are locations of one
person at times t1 and t2, respectively. The notation−→v stands for the moving speed vector with both
its value and orientation.

b) Motion intensity

s = |vopticalflow − v| (28)

where vopticalflow is the magnitude of the average
optical flow speed inside the rectangle box of a
person. A high value of vopticalflow may be induced
by both fast moving speed v and strong local
motions. The motion intensity s is defined as the
difference between vopticalflow and v to remove the
motion intensity induced by the global moving. To
compute optical flows, 2-D Harris corner points
[33] are detected and the pyramid Lucas–Kanade
[34] algorithm is applied.

2) Interaction features.

a) Distance between two persons

d =‖ PA(x, y) − PB(x, y) ‖ (29)

where PA(x, y) and PB(x, y) are locations of per-
son A and person B in the same frame.

b) The intersection angle of two persons’ moving
orientations

θ = � (−→vA , −→vB ) (30)

where −→vA and −→vB are the speed vector of person
A and person B, respectively.
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Fig. 4. Example frames of two-person activities in the CASIA dataset. (a) Rob. (b) Fight. (c) Follow. (d) Follow and gather. (e) Meet and part. (f) Meet and
gather. (g) Overtake.

Fig. 5. Confusion matrices on the CASIA database using different models. (a) CODHMM−CD. (b) CODHMM−C. (c) HMM. (d) CHMM.

c) The difference of moving speeds

ψ = vA − vB (31)

where vA and vB are the moving speeds of person
A and person B, respectively.

B. Comparisons of the CODHMM With the HMM and the
CHMM

1) Two-Person Activity Classification: The proposed
method is first tested for two-person activity analysis. The
CASIA database [35] is used for evaluation. Seven activities
(D = 7) are included, which are taken in three different views
angle view, horizontal view, and top down view. Each activity
has 12 samples in total and each view has four samples. The
meaning of each activity is illustrated in the following and
example frames of these activities are shown in Fig. 4.

a) Two-person activities:

i) E1 (rob): person A follows person B, catches him,
robs him, and then runs away.

ii) E2 (fight): two persons, A and B, approach each
other and fight with each other.

iii) E3 (follow): person A follows person B until the
end.

iv) E4 (follow and gather): person A follows person
B and then walks together with person B to the
end.

v) E5 (meet and part): two persons, A and B, ap-
proach each other, meet each other, and then
depart.

vi) E6 (meet and gather): two persons, A and B, meet
each other and then walk together until the end.

vii) E7 (overtake): person A overtakes person B.

For each activity, we use leave-one-out cross-validation for
evaluation. It is observed that the feature variation induced
by different views is smaller than that induced by different
activities. Therefore, videos in different views are trained
together. In the training stage, the CODHMM, the HMM,
and the CHMM are individually applied to train each activity.

When using the HMM to model these activities, all individual
features and interaction features are connected to be one
single vector at each time slice. When using the CHMM
to model these activities, each hidden Markov chain models
each person. For each person, all features are connected to
be one single vector at each time slice. Since the HMM and
the CHMM cannot model continuous and discrete features at
the same time, all features are used in continuous forms. The
Gaussian distribution is used to model the observation density.

For the CODHMM, we test its classification accuracies in
two ways. In the first way (denoted as CODHMM C), all
features are used in continuous forms as in the HMM and
the CHMM. In the second way (denoted as CODHMM CD),
features θ and ψ are discretized to show that the CODHMM
has a more flexible feature selection way. The θ is discretized
into three bins (0: θ ≈0, 1: θ ≈180, and 2: others), which
stand for situations of two persons moving at the same
direction, opposite directions, and other situations. Feature ψ

is discretized into three bins: 0: ψ > ψ0, 1: ψ < −ψ0, and 2:
ψ ≈ ψ0, where ψ0 is a threshold. These three bins stand for
situations of A moving faster than B, slower than B, and at a
similar speed to B.

Confusion matrices using different models are shown in
Fig. 5. All roles are correctly assigned by using the role
assignment method given in Section III-B. We can see that
the CODHMM CD has the best performance and the HMM
has the worst. The main reason is that both the HMM and
the CHMM use a single vector to describe all features with
no weight settings. Besides, the HMM uses a single chain to
describe state transitions, which is not powerful enough with
multiple persons and multiple features. The difference between
the CODHMM CD and the CODHMM C is that the former
one uses discrete forms of θ and ψ, while the latter uses
continuous forms of these two features. The main reason for
the CODHMM CD performing better than the CODHMM C
is that the quantization removes much noise.

The proposed CODHMM is composed of the individual
chain and the interaction chain. In order to completely evaluate
the model, each chain of the CODHMM is evaluated sepa-
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Fig. 6. Confusion matrices of the two-person activity classification using
each single chain. (a) Chain 1 (the individual chain). (b) Chain 2 (the
interaction chain).

TABLE I

Computation Costs of Different Models on the CASIA Dataset

CODHMM CD CODHMM C HMM CHMM
Learning 1 min 1 min <1 min <1 min
Evaluation 30 ms 30 ms 20 ms 30 ms

rately. Only individual features are applied when evaluating
the individual chain, and only interaction features are applied
when evaluating the interaction chain. Confusion matrices
using each chain are given in Fig. 6. From Figs. 5 and 6, it
can be found that the performance using each single chain is
worse than that using both chains. Among the seven activities
in the CASIA dataset, only the “fighting” is different from
others in terms of individual features. Therefore, E2 (“fight”)
gains the highest accuracy when using only chain 1. When
using only chain 2, activities E4, E6, and E7 have as good
accuracies as those using both chains. However, accuracies of
other activities are lower than those using both chains due to
the lack of the individual level description. Therefore, we say
that each chain has different significance in modeling different
activities. They play complementary roles in most cases.

The execution time for both training and testing is given in
Table I. All evaluations are conducted in a VC6.0 environment
on a 2.8 GHz processor. We can see that the model learning
time of the CODHMM is longer than that of the HMM and
the CHMM due to the estimation of ωc in (22), which is
not required in the HMM and the CHMM. However, the
training is generally done offline, while the model evaluation
(activity classification) is mostly done online. The computation
complexity of the model evaluation for the CODHMM is
O(TP2N2), where N = max(N1, N2). For a P-chain CHMM,
its computation complexity of the model evaluation is O(TNP )
[36]. That is to say, since there are always two chains in
the CODHMM despite the number of persons, it runs faster
than the CHMM when P > 3 (N = 5 in this paper). In the
following, evaluations of the CODHMM on three and four
persons’ activity classification are conducted.

2) Activity Classification of More Than Two Persons: Si-
mulated street activities that involve more than two persons
are captured. Five activities in which each contains ten video
segments are taken in a single viewpoint with little camera
jitter. The meaning of each activity is as follows.

a) Three-person activities:

i) E8: person A follows person B who follows
person C.

ii) E9: person A follows person B, and person C

passes by them in an opposite direction.
iii) E10: person A follows person B, and person C

walks toward person B. After they meet, person
A and person C hit person B.

b) Four-person activities:
i) E11: four persons walk from different directions,

meet and talk.
ii) E12: two persons approach to another two per-

sons, hit them, and then run away.
Example frames of each activity are shown in Fig. 7. For

each activity, we use leave-one-out cross-validation for evalu-
ation. When evaluating the HMM, all features are connected
into one single vector at each time slice. When evaluating the
CHMM, each person is represented by one chain. A three-
chain CHMM is built for three-person activity analysis and
a four-chain CHMM is built for four-person activity analysis.
When evaluating the CODHMM, there are always two chains
no matter how many persons are involved. We only need to
change the value of P with different numbers of persons. Thus,
we can see that it is more convenient to use the CODHMM
than the CHMM for model learning in multiperson activity
classification with varying number of persons.

The classification results are given in Table II. The exper-
imental setting is the same as that in the evaluation on two-
person activity classification. All roles are correctly assigned
using the role assignment method given in Section III-B. We
can see that the HMM runs the fastest in both training and
evaluation, but its performance is the worst. The CODHMM
has the best performance. The reason is the same as that in the
two-person activity classification. In addition, the CODHMM
costs much less evaluation time than the CHMM. The low
complexity of the CODHMM makes it suitable in many
applications, such as video surveillance that requires real-time
processing.

The above experiments show advantages of the new
CODHMM in two ways. First, the decomposition of obser-
vations provides a flexible feature selection way that helps to
increase the accuracies. Second, only two chains are required
no matter how many persons are involved in an activity, which
reduces the model complexity to a certain extent.

C. Comparisons of Coupled Chains With Hierarchical Chains

There are two hidden Markov chains in the CODHMM, To
combine these two chains, both the coupled structure and the
hierarchical structure can be used. The main reason that the
coupled structure is adopted is that it reflects the interdepen-
dence between the two levels of an activity. Here, we build
a hierarchical observation decomposed HMM (HODHMM) to
compare with the CODHMM. The only difference between
the HODHMM and the CODHMM is that an edge is placed
from q1

t to q2
t in the HODHMM instead of the diagonal

edges between q1
t and q2

t+1 and between q2
t and q1

t+1 in the
CODHMM. The HODHMM is a novel model that is presented
here only to compare with the CODHMM to show the benefit
of coupled chains.

We use the same training and evaluation algorithms as those
in the CODHMM to train and evaluate the HODHMM. For
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Fig. 7. Example frames of three-person and four-person activities.

Fig. 8. Example frames of following (upper line) and teasing (bottom line) activities. (a) Trajectory. (b) Example frames of each activity with time increases.

TABLE II

Activity Classification Results of Three to Four Persons

Activity No. Versus Accuracy E8 E9 E10 E11 E12 Average Model Learning Time Evaluation Time
CODHMM−CD 1.0 1.0 0.6 0.9 0.5 0.8 Around 5 min Around 45 ms
HMM 1.0 0.8 0.2 0.1 0.8 0.58 <1 min Around 30 ms
CHMM 1.0 0.6 0.6 0.7 0.5 0.68 Around 5 min Around 160 ms

computational convenience, we suppose that initial states in
two chains in the HODHMM are independent of each other.
The likelihood of observing O given a HODHMM λHODHMM

is given by

P(O|λHODHMM) =
∑

q1⊆�1

∑
q2⊆�2

πq1
1
πq2

1
. (32)

T−1∏
t=1

a
(1,1)
q1

t q
1
t+1

a
(1,2)
q1

t+1q
2
t+1

a
(2,2)
q2

t q
2
t+1

.

T∏
t=1

B1
q1

t
(O1

t ).B2
q2

t
(O2

t ).

Both the HODHMM and the CODHMM describe an activity
in two levels: the individual level (chain 1) and the interaction
level (chain 2). The difference between the two models lies
only in the connection of the two chains. In the CODHMM,
chain 1 and chain 2 depend on each other. In the HODHMM,
chain 2 depends on chain 1, which does not depend on chain
2. The main difference between them is that the CODHMM
reflects the impact of chain 2 on chain 1, but the HODHMM
does not. That is to say, the CODHMM describes more details
about the inner structure of an activity than the HODHMM,
which makes it capable of describing more detailed activ-
ities. Therefore, the CODHMM is more general than the
HODHMM.

To highlight the advantage of the CODHMM, we here
give a strong case that the CODHMM performs better than
the HODHMM. We build a new dataset that contains two
activities: following and teasing. The image resolution is
320×240. The frame frequency is 30. These two activities
are performed according to the following rules.

Fig. 9. Log likelihoods of the teasing activity for each model by leave-one-
out cross validation.

1) Following (person A is following person B): First,
person A is far behind person B. To follow B, person
A quickly catches up with B. When person A is very
close to B, person A slows down and waits until B is
far away. This repeats.

2) Teasing (person A is teasing person B): Person A first
walks away from B quickly. When person A is far away
from B, person A stops to wait for person B. When
person B catches up with person A, person A quickly
walks away from B. This repeats.

Example frames of the two activities are given in Fig. 8.
To classify these two activities, we use one individual feature,
the moving speed of each person, and one interaction feature,
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TABLE III

Comparison of the CODHMM With the HODHMM

Chain 1 Chain 2 Two-Fold Three-Fold Leave-One-Out
C H C H C H

F 0.47 0.8 1.0 0.87 1.0 0.87 1.0 1.0
T 0.6 0.27 0.87 0.67 1.0 0.8 1.0 0.8

C: CODHMM, H: HODHMM, F: following, T: teasing.

the distance between two persons. Both features are used in
their continuous forms and modeled by Gaussian distributions.
These two activities have similar patterns in both the individual
level and the interaction level. In the individual level, both
activities contain two persons with different moving speeds.
In the interaction level, the distance between two persons in
both activities repeats between large and small.

The two activities are captured in an outdoor parking lot.
For each activity, there are 15 video instances performed
by four persons. The tracking is done manually. We first
use the individual chain and the interaction chain, respec-
tively, to classify the two activities by leave-one-out cross
validation, and then we use two-fold cross validation, three-
fold cross validation, and leave-one-out cross validation to
test the CODHMM and the HODHMM. The classification
results are given in Table III. We see that the two activities
cannot be distinguished by using just one chain. In other
words, the two activities are similar in both the individual
level and the interaction level. The main difference between
these two activities lies in the internal relationship between the
two chains. Therefore, a sufficient description of the internal
relation between the two chains becomes important to the
activity classification. Since the CODHMM provides more
activity details, it performs better than the HODHMM. When
the training data set is small (two-fold and three-fold cross
validation), the CODHMM performs much better than the
HODHMM. This shows that the CODHMM is more robust
than the HODHMM with the variation within an activity
category. In Fig. 9, log likelihoods of teasing instances for each
model by the leave-one-out cross validation are given. We can
see that even for correctly classified instances, the CODHMM
has a stronger discriminability, i.e., the gap between the black
line and the pink line is larger than that between the orange
line and the blue line.

D. Sensitivity Analysis

Experiments are conducted to test the sensitivity of the
CODHMM with the following three noisy tracking inputs.

1) Random noises are added to manually labeled tracking
results.

2) Nonsuccessive losses of the tracking are created manu-
ally.

3) The tracking is done by particle filtering [37].

The proposed model is used to classify two activities (follow-
ing and teasing) with noisy tracking inputs. For each activity,
15 videos are used for training with manually labeled tracking
inputs, and the same 15 videos are used for testing with
corrupted tracking results.

Fig. 10. Examples of trajectories with random noises.

Fig. 11. Examples of loss of tracking by particle filtering.

TABLE IV

Activity Classification With Noisy Tracking Inputs

Random Noises Loss of Tracking Particle Filtering
k = 1 k = 3 k = 5 (Nonsuccessive)

F 1.0 0.8 0.67 1.0 0.53
T 1.0 0.8 0.53 0.87 0.4

F: following, T: teasing.

For the first type of tracking inputs, random noises are added
to manually labeled tracking results. The corruption of tracking
inputs can be expressed as follows:

x
′
t = xt + k · �x,t �x,t ∈ [−1, 1] (33)

y
′
t = yt + k · �y,t �y,t ∈ [−1, 1] (34)

where (xt, yt) are ground truth coordinates of a person, (xt
′, yt

′)
are corresponding corrupted coordinates, �x,t and �y,t are
random noises, and k is the noise level. The examples of the
corrupted tracking results are shown in Fig. 10.

For the second type of tracking inputs, we manually delete
the information of one of two persons every ten successive
frames. The person whose information is deleted is selected
alternately.

For the third type of tracking inputs, the particle filtering
algorithm [37] is used for automatic tracking. The initial
location of each person is obtained by background subtraction.
In each video, when one person walks or runs fast or is
occluded by the other, the particle filtering often fails to
track the person. The tracking accuracy is only about 60%.
The tracking accuracy is computed as a ratio between the
number of correctly tracked frames and the number of the
total frames. The most frequent error in our evaluation is the
loss of tracking. Different from the second tracking input that
loses one frame every ten frames, it loses continuous frames
by particle filtering. Some examples of the tracking loss by
particle filtering are shown in Fig. 11. Activity classification
results are shown in Table IV.

From the above experiment, we see that the performance
decreases with the increase of the noise level. This is because
features become more inaccurate with the increase of the noise
level. The loss of information in a part of nonsuccessive frames
affects the activity classification result less than the random



1316 IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS FOR VIDEO TECHNOLOGY, VOL. 22, NO. 9, SEPTEMBER 2012

noise. We believe that it is due to the redundancy among
successive frames and only a part of frames are necessary
to represent an activity. However, when successive frames are
lost by particle filtering, the accuracy reduces significantly.
This is because losing successive frames results in a break of
valid features.

V. Discussion

The power of the proposed CODHMM is affected by
several factors, including the amount of training data, the
number of hidden states, and the effectiveness of selected
features. A small amount of training data may not be able
to reflect the real distribution of their corresponding activities.
Theoretically, a larger amount of training data should have a
better performance. The number of hidden states also affects
its power.

It is difficult to know how many basic units a human
activity contains, especially when the activity is complex
and involves multiple persons. Thus, the number of states
is decided accordingly. As a rule of thumb, the number of
states for all activities is set to 5 for computation simplicity
in this paper. The effectiveness of selected features also plays
an important role in activity modeling. Different features have
different significance and effectiveness in different activities.
Therefore, multiple features with adapted weights are applied.

The proposed CODHMM has its own limitations. It does
not provide an adaptive way to deal with the variation of state
space dimension. We treat the state space dimension as an
empirical input parameter. It makes the CODHMM simple,
computationally efficient, and therefore practically useful in
many applications such as real-time video surveillance. But
it is worth investigating more complex models incorporating
multiple factors, such as computational cost, accuracy, adap-
tivity, and usability. The proposed model can only be used
for activity classification, but not for activity detection in its
current form. Considering that a real surveillance video con-
tains multiple activities in the temporal dimension, applying
the CODHMM to human activity detection is an interesting
future research topic. Motivated by the success of HMM in
continuous speech recognition and key word spotting, a human
activity can be detected and segmented if a pool of basic units
and their connecting grammars can be defined. We will work
on this topic in the future.

VI. Conclusion

This paper presented a new coupled observation decom-
posed HMM for multiperson activity recognition. A human
activity was analyzed in both the individual level and the
interaction level. Each level was modeled by a hidden Markov
chain. Compared with the standard HMM, the CODHMM
describes human activities in multiple levels and thus has a
better conceptual meaning. Compared with the CHMM, there
are always two chains in the CODHMM no matter how many
persons are involved; thus, the CODHMM has the potential
of less computation cost when the number of persons is large.
Furthermore, since different features were decomposed and

given different weights, the feature selection in the CODHMM
was more flexible than that in the HMM and the CHMM.
Experiments were conducted to test the classification accuracy,
the execution time, and the sensitivity of the CODHMM to
street surveillance activities. Comparisons with the HMM
and the CHMM showed that the CODHMM had the highest
classification accuracies in most cases, and lower computation
complexities than the CHMM when the number of persons was
more than three. These advantages of the CODHMM made it
suitable in many applications, such as real-time video surveil-
lance.

APPENDIX A

MODEL RE-ESTIMATION

The definitions of ξ
(c,c′)
t (i, j) in (15) are as follows:

ξ(1,1)
t (i, j) =

N2∑
m=1

N2∑
n=1

αt(i, m)a(1,1)
ij a

(1,2)
in a

(2,1)
mj a(2,2)

mn B1
j (O1

t+1)B2
n(O2

t+1)βt+1(j, n)
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(35)
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. (38)

The definitions of the state probability γc
t (i) in (16) are as

follows:

γ1
t (i) = P(q1

t = S1
i |O, λ) =

∑
j

αt(i, j).βt(i, j)

P(O|λ)
(39)

γ2
t (j) = P(q2

t = S2
j |O, λ) =

∑
i

αt(i, j).βt(i, j)

P(O|λ)
. (40)

The re-estimation of the CODHMM is to infer parameters
of λ = (π, A, B) based on the training data. Similar to the
methodology in [26], we derive a generalized EM algorithm
to update the parameters. First, we denote the joint likelihood
of the observation and the state sequence as follows:

LHλ(O, q1, q2) = P(O, q1, q2|λ). (41)
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Our goal is to find the parameter set λ = (π, A, B) that
maximize the likelihood of (10), which can be formulated as
follows:

LHλ(O) =
∑

q1⊆�1

∑
q2⊆�2

P(O, q1, q2|λ) (42)

where �1 and �2 are the state spaces in chain 1 and chain
2, respectively. To apply maximum likelihood estimation, we
define the auxiliary function (the Q-function) as follows:

Q(λ, λ′) =
∑

q1⊆�1

∑
q2⊆�2

log LHλ(O, q1, q2).LHλ′ (O, q1, q2)

(43)
where λ′ is the current parameter set and λ is the updated
parameter set. It has been proved that the maximization of
the above Q-function leads to an increased likelihood of the
LHλ(O) [38].

For particular state sequences q1 = q1
1, q

1
2,..., q

1
T and q2 =

q2
1, q

2
2,..., q

2
T , the probability P(O, q1, q2|λ) can be given by

P(O, q1, q2|λ) = πq1
1
πq2

1
· (44)

T−1∏
t=1

a
(1,1)
q1

t q
1
t+1

a
(1,2)
q1

t q
2
t+1

a
(2,1)
q2

t q
1
t+1

a
(2,2)
q2

t q
2
t+1

·
T∏

t=1

B1
q1

t
(O1

t ).B2
q2

t
(O2

t ).

By substituting (44) into (43), the Q-function becomes

Q(λ, λ′) =
∑
q1,q2

log πq1
1
· P +

∑
q1,q2

log πq2
1
· P (45)

+
∑
q1,q2

T−1∑
t=1

log a
(1,1)
q1

t q
1
t+1

· P +
∑
q1,q2

T−1∑
t=1

log a
(1,2)
q1

t q
2
t+1

· P

+
∑
q1,q2

T−1∑
t=1

log a
(2,1)
q2

t q
1
t+1

· P +
∑
q1,q2

T−1∑
t=1

log a
(2,2)
q2

t q
2
t+1

· P

+
∑
q1,q2

T∑
t=1

log B1
q1

t
(O1

t ) · P +
∑
q1,q2

T∑
t=1

log B2
q2

t
(O2

t ) · P

where
∑

q1,q2

stands for
∑

q1⊆�1

∑
q2⊆�2

and P stands for

P(O, q1, q2|λ′).
In (45), the parameters of π, A, and B are independently

split into eight terms, and we can optimize each term individ-
ually. The first term in (45) becomes

∑
q1,q2

log πq1
1
· P =

N1∑
i=1

log π1
i · P(O, q1

1 = S1
i |λ′). (46)

Now, we apply the standard Lagrange optimization tech-
nique to compute the optimal value of π1

i . Adding the La-

grange multiplier η, using a constraint of
N1∑
i=1

π1
i = 1, we get

∂

∂π1
i

⎛
⎝ N1∑

i=1

log π1
i · P(O, q1

1 = S1
i |λ′)

⎞
⎠ + η ·

⎛
⎝ N1∑

i=1

π1
i − 1

⎞
⎠ = 0.

(47)

Taking the derivative and solving π1
i , we get

π1
i =

P(O, q1
1 = S1

i |λ′)
P(O|λ′)

= γ1
1 (i). (48)

In a similar way, the value of π2
i (i = 1,..., N2) can be

obtained. The third term in (45) becomes

∑
q1,q2

T−1∑
t=1

log a
(1,1)
q1

t q
1
t+1

· P(O, q1, q2|λ′) = (49)

N1∑
i=1

N1∑
j=1

T−1∑
t=1

log a
(1,1)
ij · P(O, q1

t = S1
i , q

1
t+1 = S1

j |λ′).

Adding the Lagrange multiplier η, using a constraint, we
get

∂

∂a
(1,1)
ij

⎛
⎝ N1∑

i=1

N1∑
j=1

T−1∑
t=1

log a
(1,1)
ij · P(O, q1

t = S1
i , q

1
t+1 = S1

j |λ)

⎞
⎠

+ η ·
⎛
⎝ N1∑

j=1

a
(1,1)
ij − 1

⎞
⎠ = 0. (50)

Solving (50), we get

a
(1,1)
ij =

T−1∑
t=1

P(O, q1
t = S1

i , q
1
t+1 = S1

j |λ′)

T−1∑
t=1

P(O, q1
t = S1

i |λ′)
=

T−1∑
t=1

ξ
(1,1)
t (i, j)

T−1∑
t=1

γ1
t (i)

.

(51)
Similarly, we can obtain optimal values for parameters of

a
(1,2)
ij , a

(2,1)
ij , and a

(2,2)
ij from the fourth, fifth, and sixth terms

in (45), respectively. Based on (7) and (8), the seventh term
in (45) becomes

∑
q1,q2

T−1∑
t=1

log B1
q1

t
(O1

t ) · P(O, q1, q2|λ′) = (52)

N1∑
i=1

T∑
t=1

P∑
p=1

log(
F1∑

f=1

ω1
f · b1

i (o1
p,f,t)) · P(O, q1

t = S1
i |λ′)

which is difficult to optimize because it contains the log of the
sum. Previous papers like [26] have provided a way to split
the term by adding a sequence of f1, f2,...,fT , where each ft

indicates the group label of the observation at time t. A similar
strategy is adopted here. Since the observation O1

t is decom-
posed into o1

p,f,t for each p and f , the subobservations with
different p and f are independent of each other. Therefore,
each observation of b1

i (o1
p,t,f ) has a feature label f . We can

split (52) as

∑
q1,q2

T−1∑
t=1

log B1
q1

t
(O1

t ) · P(O, q1, q2|λ′) = (53)

N1∑
i=1
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t=1

P∑
p=1

∫

ω1
f

log(ω1
f · b1

i (op,f,t)) · P(O, q1
t = S1

i |λ′)dω1
f .
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In this case, the b1
i (o1

p,t,f ) for each p, f , and i can be
estimated independently. If b1

i (o1
p,t,f ) is continuous, suppose

it has a Gaussian distribution of N(μ1
i,p,f , σ1

i,p,f ), where μ1
i,p,f

and σ1
i,p,f are the mean and the covariance matrix, respectively.

Equation (53) becomes

N1∑
i=1

T∑
t=1

P∑
p=1

∫

ω1
f

log(ω1
f ) · P(O, q1

t = S1
i |λ′) − 1

2
(d · log 2π +

log |σ1
i,p,f | + (o1

p,f,t − μ1
i,p,f )T (σ1

i,p,f )−1(o1
p,f,t − μ1

i,p,f ))

· P(O, q1
t = S1

i |λ′)dω1
f (54)

where d is the vector length of o1
p,t,f . Taking the derivative

of (54) with respect to μ1
i,p,f and σ1

i,p,f , respectively, setting
them equal to zero, we can get

μ1
i,p,f =

T∑
t=1

o1
p,f,t · P(q1

t = S1
i |O, λ′)

T∑
t=1

P(q1
t = S1

i |O, λ′)
=

T∑
t=1

o1
p,f,t · γ1

t (i)

T∑
t=1

γ1
t (i)

(55)

and

σ1
i,p,f

=

T∑
t=1

(o1
p,f,t − μ1

i,p,f ) · (o1
p,f,t − μ1

i,p,f )T · P(q1
t = S1

i |O, λ′)

T∑
t=1

P(q1
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T∑
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i,p,f ) · (o1
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i,p,f )T · γ1
t (i)

T∑
t=1

γ1
t (i)

(56)

for each state i (Sc
i , i = 1,..., Nc), person p (p = 1,..., P),

feature f (f = 1,..., Fc), and c = 1, 2.
When o1

p,t,f is discrete, for each state i (Sc
i , i = 1,..., Nc),

person p(p = 1,..., P), and feature f (f = 1,..., Fc) (c = 1, 2),
the b1

i (o1
p,f,t) is a matrix of size K × 1 where K is the total

number of emissions. We can get

b1
i (o1

p,f,t = k) =

T∑
t=1

P(o1
p,f,t = k, q1

t = S1
i |λ′)

T∑
t=1

P(q1
t = S1

i |λ′)
=

T∑
t=1,o1

p,f,t=k

γ1
t (i)

T∑
t=1

γ1
t (i)

(57)

where k is a possible emission label and k = 1, 2,..., K. In
a similar way, we can compute the observation probability
matrix or density function in chain 2 from the last term in
(45).

APPENDIX B

OBSERVATION EVALUATION

The classical forward–backward procedure [39] is applied
and extended to compute p(O|λ, R) in (24) when given the
role assignment R for the observation evaluation.

B.1. Extended Forward–Backward Algorithm

1) Initialization
α1(i, j) = π1

i π
2
jB

1
i (O1

t )B2
j (O2

t ) (58)

βT (i, j) = 1. (59)

2) Induction

αt+1(i, j) =
N1∑
m=1

N2∑
n=1

(60)

αt(m, n)a(1,1)
mi a

(1,2)
mj a

(2,1)
ni a

(2,2)
nj B1

i (O1
t+1)B2

j (O2
t+1)

βt−1(i, j) =
N1∑
m=1

N2∑
n=1

(61)

βt(m, n)a(1,1)
im a

(1,2)
in a

(2,1)
jm a

(2,2)
jn B1

m(O1
t )B2

n(O2
t ).

3) Termination

p(O|λ, R) =
N1∑
i=1

N2∑
j=1

αT (i, j) (62)

p(O|λ, R) =
N1∑
i=1

N2∑
j=1

β1(i, j). (63)

Acknowledgment

Portions of this paper used the CASIA Action Database
collected by the Institute of Automation, Chinese Academy of
Sciences, Beijing, China. The authors would like to thank all
anonymous reviewers for their comments and suggestions that
helped to improve the quality of this paper. The HODHMM
in this paper is presented based on one reviewer’s comments.

References

[1] P. Turaga, R. Chellappa, V. S. Subrahmanian, and O. Udrea, “Machine
recognition of human activities: A survey,” IEEE Trans. Circuits Syst.
Video Technol., vol. 18, no. 11, pp. 1473–1488, Nov. 2008.

[2] R. Poppe, “A survey on vision-based human action recognition,” Image
Vis. Comput., vol. 28, no. 6, pp. 976–990, 2010.

[3] T. B. Moeslund, A. Hilton, and V. Kruger, “A survey of advances in
vision-based human motion capture and analysis,” Comput. Vis. Image
Understand., vol. 104, no. 2, pp. 90–126, 2006.

[4] J. Candamo, M. Shreve, D. B. Goldgof, D. B. Sapper, and R. Kasturi,
“Understanding transit scenes: A survey on human behavior-recognition
algorithms,” IEEE Trans. Intell. Transp. Syst., vol. 11, no. 1, pp. 206–
224, Mar. 2010.

[5] Y. Wang and G. Mori, “Human action recognition by semilatent topic
models,” IEEE Trans. Pattern Anal. Mach. Intell., vol. 31, no. 10, pp.
1762–1774, Oct. 2009.

[6] M. S. Ryoo and J. K. Aggarwal, “Stochastic representation and recog-
nition of high-level group activities,” Int. J. Comput. Vis., vol. 93, no.
2, pp. 183–200, 2011.

[7] W. Choi, K. Shahid, and S. Savarese, “What are they doing: Collective
activity classification using spatio-temporal relationship among people,”
in Proc. ICCV Workshop Visual Surveillance, 2009, pp. 1282–1289.

[8] T. Lan, W. Yang, Y. Wang, and G. Mori, “Beyond actions: Discriminative
models for contextual group activities,” in Proc. NIPS, 2010, pp. 1216–
1224.

[9] L. McCowan, D. Gatica-Perez, S. Bengio, G. Lathoud, M. Barnard,
and D. Zhang, “Automatic analysis of multimodal group actions in
meetings,” IEEE Trans. Pattern Anal. Mach. Intell., vol. 27, no. 3, pp.
305–317, Mar. 2005.

[10] P. Dai, H. Di, L. Dong, L. Tao, and G. Xu, “Group interaction analysis
in dynamic context,” IEEE Trans. Syst., Man, Cybern. B, Cybern., vol.
39, no. 1, pp. 34–42, Feb. 2009.



GUO et al.: CODHMM FOR MULTIPERSON ACTIVITY RECOGNITION 1319

[11] C. Sminchisescu, A. Kanaujia, Z. Li, and D. Metaxas, “Conditional
models for contextual human motion recognition,” in Proc. IEEE Int.
Conf. Comput. Vis., vol. 2. Oct. 2005, pp. 1808–1815.

[12] Y.-M. Liang, S.-W. Shih, A. C.-C. Shih, H.-Y. M. Liao, and C.-C. Lin,
“Learning atomic human actions using variable-length Markov models,”
IEEE Trans. Syst., Man, Cybern. B, Cybern., vol. 39, no. 1, pp. 268–280,
Feb. 2009.

[13] B. T. Morris and M. M. Trivedi, “Trajectory learning for activity under-
standing: Unsupervised, multilevel, and long-term adaptive approach,”
IEEE Trans. Pattern Anal. Mach. Intell., vol. 33, no. 11, pp. 2287–2301,
Nov. 2011.

[14] H.-I. Suk, A. K. Jain, and S.-W. Lee, “A network of dynamic probabilis-
tic models for human interaction analysis,” IEEE Trans. Circuits Syst.
Video Technol., vol. 21, no. 7, pp. 932–945, Jul. 2011.

[15] W. Lin, M.-T. Sun, R. Poovendran, and Z. Zhang, “Group event detection
with a varying number of group members for video surveillance,” IEEE
Trans. Circuits Syst. Video Technol., vol. 20, no. 8, pp. 1057–1067, Aug.
2010.

[16] G. Kosta and M. Benoit, “Group behavior recognition for gesture
analysis,” IEEE Trans. Circuits Syst. Video Technol., vol. 18, no. 2, pp.
211–222, Feb. 2008.

[17] X. H. Liu and C. S. Chua, “Multi-agent activity recognition using
observation decomposed hidden Markov models,” Image Vis. Comput.,
vol. 24, no. 2, pp. 166–175, 2006.

[18] Y. Du, F. Chen, W. Zhang, and W. Xu, “Activity recognition through
multi-scale motion detail analysis,” Neurocomputing, vol. 71, nos. 16–
18, pp. 3561–3574, 2008.

[19] N. Thome, S. Miguet, and S. Ambellouis, “A real-time, multiview fall
detection system: A LHMM-based approach,” IEEE Trans. Circuits Syst.
Video Technol., vol. 18, no. 11, pp. 1522–1532, Nov. 2008.

[20] N. T. Nguyen, D. Q. Phung, S. Venkatesh, and H. Bui, “Learning and
detecting activities from movement trajectories using the hierarchical
hidden Markov model,” in Proc. IEEE Conf. Comput. Vis. Pattern
Recognit., vol. 2. Jun. 2005, pp. 955–960.

[21] C. Chen, J. Liang, H. Zhao, H. Hu, and J. Tian, “Factorial HMM and
parallel HMM for gait recognition,” IEEE Trans. Syst., Man, Cybern.
C, Appl. Rev., vol. 39, no. 1, pp. 114–123, Jan. 2009.

[22] N. T. Nguyen, S. Venkatesh, G. West, and H. H. Bui, “Hierarchical mon-
itoring of people’s behaviors in complex environments using multiple
cameras,” in Proc. IEEE Int. Conf. Pattern Recognit., vol. 1. Aug. 2002,
pp. 13–16.

[23] M. Brand, N. Oliver, and A. Pentland, “Coupled hidden Markov models
for complex action recognition,” in Proc. IEEE Conf. Comput. Vis.
Pattern Recognit., Jun. 1997, pp. 994–999.

[24] H. Ren and G. Xu, “Human action recognition in smart classroom,” in
Proc. IEEE Int. Conf. Autom. Face Gesture Recognit., May 2002, pp.
417–422.

[25] C.-D. Liu, Y.-N. Chung, and P.-C. Chung, “An interaction-embedded
HMM framework for human behavior understanding: With nursing
environments as examples,” IEEE Trans. Inf. Technol. Biomed., vol. 14,
no. 5, pp. 1236–1246, Sep. 2010.

[26] J. Bilmes, “A gentle tutorial on the EM algorithm and its application to
parameter estimation for Gaussian mixture and hidden Markov models,”
Univ. California, Berkeley, Tech. Rep. ICSI-TR-97-021, 1997.

[27] S. Kirkpatrick, C. D. Gelatt, and M. P. Vecchi, “Optimization by
simulated annealing,” Science, vol. 220, no. 4598, pp. 671–680, 1983.

[28] D. Bertsimas and J. Tsitsiklis, “Simulated annealing,” Statist. Sci., vol.
8, no. 1, pp. 10–15, 1993.

[29] Z. Yin and R. Collins, “Shape constrained figure-ground segmentation
and tracking,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., Jun.
2009, pp. 731–738.

[30] T. H. Thi, J. Zhang, L. Cheng, L. Wang, and S. Satoh, “Human action
recognition and localization in video using structured learning of local
space-time features,” in Proc. IEEE Conf. Adv. Video Signal-Based
Surveillance, Aug.–Sep. 2010, pp. 204–211.

[31] A. Fathi and G. Mori, “Action recognition by learning mid-level motion
features,” in Proc. IEEE Conf. Comput. Vis. Pattern Recognit., Jun. 2008,
pp. 1–8.

[32] D. E. Goldberg, Genetic Algorithms in Search, Optimization and Ma-
chine Learning. Reading, MA: Addison-Wesley, 1989.

[33] C. Harris and M. J. Stephens, “A combined corner and edge detector,”
in Proc. Alvey Vision Conf., 1988, pp. 147–152.

[34] J. Y. Bouguet, Pyramidal Implementation of the Lucas–Kanade Feature
Tracker Description of the Algorithm. Hillsboro, OR: Intel Corporation
Microprocessor Research Labs., 2000.

[35] CASIA Action Database [Online]. Available: http://www.cbsr.ia.ac.cn/
english/Action%20Databases%20EN.asp

[36] M. Brand, “Coupled hidden Markov models for modeling interacting
processes,” MIT Media Lab Perceptual Comput., Cambridge, MA, Tech.
Rep. 405, 1997.

[37] M. Isard and A. Blake, “CONDENSATION: Conditional density propa-
gation for visual tracking,” Int. J. Comput. Vis., vol. 29, no. 1, pp. 5–28,
1998.

[38] B.-H. Juang, S. Levinson, and M. Sondhi, “Maximum likelihood esti-
mation for multivariate mixture observations of Markov chains,” IEEE
Trans. Inform. Theory, vol. 32, no. 2, pp. 307–309, Mar. 1986.

[39] L. R. Rabiner, “A tutorial on hidden Markov models and selected
applications in speech recognition,” Proc. IEEE, vol. 77, no. 2, pp. 257–
286, Feb. 1989.

Ping Guo received the B.E. and M.E. degrees
from Beijing Jiaotong University, Beijing, China, in
2006 and 2008, respectively, where she is currently
pursuing the Ph.D. degree.

Her current research interests include pattern
recognition, video processing, and machine learn-
ing. Her current research mainly focuses on human
action recognition.

Zhenjiang Miao (M’11) received the B.E. degree
from Tsinghua University, Beijing, China, in 1987,
and the M.E. and Ph.D. degrees from Northern
Jiaotong University, Beijing, in 1990 and 1994,
respectively.

From 1995 to 1998, he was a Post-Doctoral
Fellow with the École Nationale Supérieure
d’Electrotechnique, d’Electronique, d’Informatique,
d’Hydraulique et des Télécommunications, Insti-
tut National Polytechnique de Toulouse, Toulouse,
France, and was a Researcher with the Institute

National de la Recherche Agronomique, Sophia Antipolis, France. From
1998 to 2004, he was with the Institute of Information Technology, National
Research Council Canada, Nortel Networks, Ottawa, ON, Canada. He joined
Beijing Jiaotong University, Beijing, in 2004. He is currently a Professor
with Beijing Jiaotong University. His current research interests include image
and video processing, multimedia processing, and intelligent human–machine
interaction.

Xiao-Ping Zhang (M’97–SM’02) received the B.S.
and Ph.D. degrees in electronics engineering from
Tsinghua University, Beijing, China, in 1992 and
1996, respectively, and the MBA (Hons.) degree in
finance, economics, and entrepreneurship from the
Booth School of Business, University of Chicago,
Chicago, IL.

Since 2000, he has been with the Department of
Electrical and Computer Engineering, Ryerson Uni-
versity, Toronto, ON, Canada, where he is currently
a Professor, the Director of the Communications

and Signal Processing Applications Laboratory, and the Program Director
of graduate studies. Before joining Ryerson University, from 1996 to 1998,
he was a Post-Doctoral Fellow with the University of Texas, San Antonio,
and with the Beckman Institute, University of Illinois at Urbana-Champaign,
Urbana. He held research and teaching positions with the Communication
Research Laboratory, McMaster University, Hamilton, ON, in 1999. From
1999 to 2000, he was a Senior DSP Engineer with SAM Technology, Inc., San
Francisco, CA, and was a Consultant with the San Francisco Brain Research
Institute, San Francisco. He is a frequent Consultant with biotech companies
and investment firms. He is a Co-Founder and the CEO of EidoSearch, Inc.,
Toronto, which offers a content-based search and analysis engine for financial
data. His current research interests include multimedia communications and
signal processing, multimedia retrieval and video content analysis, sensor
networks and electronics systems, computational intelligence, and applications
to bioinformatics, finance, and marketing.

Dr. Zhang is a Registered Professional Engineer in Ontario, Canada, and is
a member of the Beta Gamma Sigma Honor Society. He was the Publicity
Co-Chair for ICME’06 and the Program Co-Chair for ICIC’05. He is currently
an Associate Editor for the IEEE Transactions on Signal Processing,
the IEEE Signal Processing Letters, and the Journal of Multimedia.



1320 IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS FOR VIDEO TECHNOLOGY, VOL. 22, NO. 9, SEPTEMBER 2012

Yuan Shen received the B.E. and M.E. degrees from
Beijing Jiaotong University, Beijing, China, in 2008
and 2010, respectively. He is currently pursuing the
Ph.D. degree with Beijing Jiaotong University.

His current research interests include pattern
recognition, machine learning, and video surveil-
lance. His current research mainly focuses on mul-
tiobject tracking and trajectory analysis.

Shu Wang received the B.E. degree from North
China Electric Power University, Beijing, China, in
2008, and the M.E. degree from Beijing Jiaotong
University, Beijing, in 2010, where he is currently
pursuing the Ph.D. degree.

His current research interests include pattern
recognition, video processing, and machine learning.
His current research mainly focuses on pedestrian
detection and segmentation.



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Dot Gain 20%)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.4
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.0000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts true
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Remove
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 300
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 300
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.15
    /HSamples [1 1 1 1] /VSamples [1 1 1 1]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 30
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /CreateJDFFile false
  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e9ad88d2891cf76845370524d53705237300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc9ad854c18cea76845370524d5370523786557406300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA <>
    /JPN <FEFF9ad854c18cea306a30d730ea30d730ec30b951fa529b7528002000410064006f0062006500200050004400460020658766f8306e4f5c6210306b4f7f75283057307e305930023053306e8a2d5b9a30674f5c62103055308c305f0020005000440046002030d530a130a430eb306f3001004100630072006f0062006100740020304a30883073002000410064006f00620065002000520065006100640065007200200035002e003000204ee5964d3067958b304f30533068304c3067304d307e305930023053306e8a2d5b9a306b306f30d530a930f330c8306e57cb30818fbc307f304c5fc59808306730593002>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020ace0d488c9c80020c2dcd5d80020c778c1c4c5d00020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken die zijn geoptimaliseerd voor prepress-afdrukken van hoge kwaliteit. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU ()
  >>
  /Namespace [
    (Adobe)
    (Common)
    (1.0)
  ]
  /OtherNamespaces [
    <<
      /AsReaderSpreads false
      /CropImagesToFrames true
      /ErrorControl /WarnAndContinue
      /FlattenerIgnoreSpreadOverrides false
      /IncludeGuidesGrids false
      /IncludeNonPrinting false
      /IncludeSlug false
      /Namespace [
        (Adobe)
        (InDesign)
        (4.0)
      ]
      /OmitPlacedBitmaps false
      /OmitPlacedEPS false
      /OmitPlacedPDF false
      /SimulateOverprint /Legacy
    >>
    <<
      /AddBleedMarks false
      /AddColorBars false
      /AddCropMarks false
      /AddPageInfo false
      /AddRegMarks false
      /ConvertColors /ConvertToCMYK
      /DestinationProfileName ()
      /DestinationProfileSelector /DocumentCMYK
      /Downsample16BitImages true
      /FlattenerPreset <<
        /PresetSelector /MediumResolution
      >>
      /FormElements false
      /GenerateStructure false
      /IncludeBookmarks false
      /IncludeHyperlinks false
      /IncludeInteractive false
      /IncludeLayers false
      /IncludeProfiles false
      /MultimediaHandling /UseObjectSettings
      /Namespace [
        (Adobe)
        (CreativeSuite)
        (2.0)
      ]
      /PDFXOutputIntentProfileSelector /DocumentCMYK
      /PreserveEditing true
      /UntaggedCMYKHandling /LeaveUntagged
      /UntaggedRGBHandling /UseDocumentProfile
      /UseDocumentBleed false
    >>
  ]
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [684.000 864.000]
>> setpagedevice


